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Abstract

Aitor Correas Serrano

Compressed sensing based high-resolution DoA estimation for

automotive radar with real measurements

Radar sensors are one of the key elements in autonomous driving systems. The

performance of radar sensors is robust independently of weather and visibility con-

ditions, and can accurately detect targets positioned over a hundred meters away

from the sensor. In vehicles, radar sensors are often required to be able to position

the detected targets in a 2D grid, by measuring the distance and the angular posi-

tion of the object with respect to the sensor, as well as the radial speed of the targets.

While the accurate measuring of range and radial speed of the targets can easily

be achieved with the commonly used modulations and frequency bands assigned

to automotive radar, the angular positioning of the targets, or direction of arrival

(DOA) estimation, still requires improvement for complex autonomous driving sys-

tems.

The goals of this project are two. First, we aim to improve the performance in

DOA estimation by applying compressed sensing (CS) based algorithms instead of

the traditional FFT approach. The FFT approach needs uniform arrays, requiring a

high amount of elements as the aperture of the sensor widens. In contrast, the CS

based approach allows for the use of non-uniform sparse arrays, allowing for the

design of arrays with a big aperture but a reduced amount of elements. The second
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goal of this project is to develop a user environment for the operation of our radar

testing device, the Radarbook. With this goal in mind, two UIs are created: one

enabling the user to take and store data from measurements for future processing,

as well as processing of previously acquired data; and a different one for real time

measurement and processing, with the capability of applying complex adaptive al-

gorithms for DOA estimation. Finally, both goals merge as the validation of this

approach is tackled with real data acquired with the Radarbook via our previously

developed user interfaces.

Keywords: MIMO, automotive radar, compressed sensing, FMCW, adaptive

sensing, DOA.
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Chapter 1

Introduction

Advanced driving assisted system (ADAS) and, at it maximum expression, au-

tonomous driving systems are rapidly transforming from a futuristic ideal into a

reality that will be reached in the close future. Various disciplines and technologies,

such as artificial intelligence for decision making, LIDAR, RADAR and optical cam-

eras have to coexist and cooperate in autonomous vehicles in order to achieve the

goal of complete autonomy. In this project, we will focus on the improvement of

radar sensing, present in the vast majority of vehicles with integrated ADAS.

Radar systems operate by sending a radiofrequency (RF) modulated signal and

measuring the reflection of this signal in the environment. A sufficiently strong re-

flection corresponds to the existence of an object or obstacle in the field of view of the

radar. The importance of radar in autonomous driving and ADAS stems from the

ability of these sensors to reliably detect targets - cars or other obstacles in the road

- farther than 100 meters away, and measure their radial speed towards - or away

from - the vehicle the radar is mounted in. This information allows for automatic

cruise control and the avoidance of collisions in critical scenarios. Additionally, in

the more modern automotive radar systems, tracking and angular positioning of

the targets by estimation of the direction of arrival (DOA) is performed, allowing

for a more complete mapping of the surroundings of the vehicle. Moreover, radar

systems do not depend on the illumination of the environment and are robust in
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FIGURE 1.1: Possible sensors in a autonomous diving enabled vehicle.
Credit: Texas Instruments.

all weather conditions. In figure 1.1 we can see some of the radar subsystems com-

monly used for assisted or autonomous driving.

While range and speed estimation of targets achieve a good performance in

state of the art automotive radar, DOA estimation performance is heavily limited

by the restrictions in cost and dimensions inherent to consumer oriented automo-

tive radars. In order to achieve an improvement in angular resolution while main-

taining a reduced number of elements, we consider multiple input multiple out-

put (MIMO) technology, as it is growing in popularity in the field of automotive

radar. Additionally, we explore an alternative approach to traditional DOA estima-

tion. Our method, based on Compressive Sensing (CS) theory, has the potential to

achieve higher resolution and accuracy with a reduced number of elements, while

keeping computational complexity reasonably low. We also explore an "adaptive

sensing" approach, in which the measuring parameters or "sensing policy" adapt to

the current environment. Both of these approaches allow for the use of more flex-

ible antenna array architectures, resulting in more freedom in front-end design, as
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FIGURE 1.2: Example of a possible processing flow in automotive
radar, and visualizations on target detection classification with micro-

Doppler

we will explore later on this project. One of the core motivations for this work is the

study of the angular estimation when using different array setups, mainly sparse

arrays, combined with different CS based estimators. Additionally, the ability to

control channel activation in real time allows for the study of adaptive approaches

in channel selection applied to real scenarios. My contribution to the development

of this method is the adaptation of the framework for it to work in real time with

the Radarbook, as well as the experimental validation of it. Finally, a user environ-

ment is developed for the operation of our own radar testing device, the Radar Book

Evaluation Platform. This environment will be used for the experimental validation

of the presented DOA estimation approach, as well for the developing of a real-time

demonstrator. Figure 1.2 show a possible radar system block diagram for ADAS

This document is structured as follows. In the first section, we present the re-

quired theoretical background for the understanding of this thesis, from the charac-

teristics of automotive radar systems, to a short introduction to Compressive Sens-

ing (CS) theory applied to radar processing. In the following section we explore
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different ways to approach the DOA estimation problem in automotive radar sys-

tems for angular positioning of targets. High resolution DOA estimation algorithms,

CS based algorithms and our own "adaptive sensing" approach are presented, fol-

lowed by an introduction to array design and sparse arrays in particular, as they

can exploit the potential of sparse reconstruction approaches. Next, we present the

developed user environment for the radar testing device Radarbook, used for ex-

perimental validation of the proposed algorithms and the adaptive approach. A

real time demonstrator is built in addition for testing purposes. Finally, a set of

conclusions drawn from our studies and future lines of work are presented.
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Chapter 2

Theoretical Background

2.1 Automotive radar

In automotive applications, particularly in assisted and autonomous driving, radar

has become a core sensor. Radar sensors are of great interest in this field due to

their robustness against lighting changes, bad weather or extreme temperatures.

Cross traffic alert, adaptive cruise control or lane change assist, as well as close range

pedestrian and obstacle detection, are only a few examples of automated driving

systems based on radar technology.

The installed radar sensors for automotive applications are able to detect the

range, speed and angular position of targets over a hundred meters away. To achieve

this performance, a frequency modulated continuous wave (FMCW) modulation

scheme is commonly used for the range and speed information, paired with a mul-

tiple channel setup in the form or a single input multiple output (SIMO) or multiple

input multiple output (MIMO) design.

As cars have access to a limited amount of energy and computational resources,

it is of utmost importance in automotive radar systems to reduce the computational

cost and energy consumption while maintaining a trustworthy performance. In this

chapter we will present the most commonly used modulation for automotive radars,
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explain DOA estimation basics with SIMO and MIMO radars, and make an intro-

duction to the field of Compressive Sensing and its applications in radar.

2.1.1 Frequency modulated continuous wave radar FMCW

Frequency modulated continuous wave (FMCW) radar is a continuous wave (CW)

modulation with added frequency modulation. CW radars continuously transmit

electromagnetic waves, with the transmitting and receiving process being done si-

multaneously. Without adding any modulation to the wave, CW radars can only

detect the radial speed of the target by measuring the Doppler frequency shift in the

received wave.

For automotive radar, a linear frequency modulation is applied to a continuous

wave modulation. This modulation is referred to as frequency modulated continu-

ous wave (FMCW) radar [1]. In this particular case, the propagation delay of a signal

reflected on a target is proportional to the frequency difference between the trans-

mitting and receiving wave at any given point in time. This frequency difference is

commonly referred to as beat frequency (fb). From the value of fb, the information

of the distance between the radar and the target can be derived according to

R =
c0Td
2B

fb (2.1)

where R is the distance of the target, c0 is the speed of light in vacuum„ B is

the bandwidth and Td the up-chirp time. FMCW radar transceivers perform real

time mixing of the transmitting and receiving signals in order to extract the beat

frequency signal and derive the range from it, given by (2.1). In this process, infor-

mation about the Doppler frequency is mostly lost in the beat frequency signal, due

to the fast frequency modulation in comparison to the lower Doppler frequency. In



2.1. Automotive radar 7

fb 

Transmitted signal 
Reflected signal 

FIGURE 2.1: FMCW transceiver block diagram and signal model

order to extract information about the Doppler frequency components, a pulse mod-

ulation is applied to the FMCW signal, resulting on linearly frequency modulated

pulses referred to as chirps. By comparing the transmitted and received pulse rep-

etition frequency (PRF), Doppler frequency and radial velocity can be calculated as

follows:

fD =
2vr
λ

(2.2)

where vr is the radial speed of the target, fD is the observed Doppler frequency

shift in the PRF, and λ is the wavelength of the transmitted signal. As a frequency

modulation is applied, usually the central frequency is used to derive the value of λ.

The usual transceiver and signal model in linear FMCW radar is shown in figure 2.1.

It is also important to define the dependencies between the transmission parameters

and the ambiguity and resolution of the system. Range and velocity ambiguity and

resolution are defined by the following expressions:

∆R =
c

2B
(2.3)
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∆fD =
c

fNp

PRF (2.4)

Rmax =
fsc0
2kf

(2.5)

fDmax =
1

2Tp
(2.6)

being PRF the pulse repetition frequency, kf the frequency modulation rate,

Tp the time between pulses, and Np is the number of pulses integrated in each

Doppler calculation. Range resolution improves when the bandwidth increases,

while Doppler resolution is proportional to the number of chirps, it is inversely

proportional to the PRF. This means that the Doppler resolution improves when

the observation time integrated for the Doppler extraction of the target increases.

Maximum non-ambiguous range improves when the frequency modulation slows

or the sampling frequency increases. Maximum non-ambiguous Doppler frequency

is inversely proportional to the time between chirps.

2.1.2 Angle estimation in SIMO and MIMO radars

There are multiple ways of predicting the angular position of detected targets rel-

ative to the radar sensor. From the traditional mechanical sweep, to beamforming

approaches when using antenna arrays with multiple channels. In this last scenario,

we can differentiate between SIMO (Single Input Multiple Output) radars, with only

one transmitting channels and multiple receiving channels; and MIMO (Multiple

Input Multiple Output) radars.

Digital beamforming with SIMO or MIMO radars consists on estimating the an-

gle of the target reflected wave, usually referred to as direction of arrival (DOA)
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estimation, from the phase shifts between the receiving channels in the radar sen-

sor. This method of angle estimation without mechanical sweep is commonly used

in automotive radar, due to the size and shape limitations. Furthermore, MIMO

radars, having multiple transmitters multiplexed in time, frequency, or code, allow

for high resolution with a reduced amount of elements. MIMO approach highly

beneficial for automotive radar design, as reduced costs are generally key for con-

sumer applications.

If we consider a planar wave arriving at an antenna array, the DOA of said planar

wave is directly related with the periodical phase shift of the impinging wave on

each antenna element. In the case of uniform linear arrays (ULA), this phase shift is

given by

∆φ = d sin(Θ), (2.7)

where ∆φ is the phase shift between adjacent elements of the ULA and Θ is

the angle of incidence of the planar wave, as shown in figure 2.2. This phase shift

is, in perfect conditions, the same between adjacent elements, and creates a spatial

frequency which can be found by applying a simple Fourier transform. This spatial

frequency is directly connected to the DOA of the signal reflected on a given target, if

we consider it in the [0 π] interval. The DOA of any given planar wave illuminating

a ULA can be reliably derived as long as the separation between array elements is

λ/2 or lower. For bigger separations, grating lobes will occur on the array factor

and, as a result, ambiguity might occur in the DOA estimation.

Angular resolution when applying beam-forming techniques is directly depen-

dent on the aperture of the antenna array used for the estimation. To increase the

angular resolution by a factor of two, the antenna aperture would need to be dou-

bled. However, if we want to avoid ambiguity, a grid of closely located elements is

required, so the amount of elements increases with the aperture. Bigger apertures
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(A)

(B)

FIGURE 2.2: (A), phase shift between elements of a ULA when illumi-
nated by a planar wave. (B), virtual array resulting from MIMO design

could be achieved by adding properly spaced transmitting elements. The spacing

is critical because adding transmitting elements is the same as considering a virtual

array on which the receiving channels are displaced to the position of the transmit-

ting elements, as seen in figure 2.2. This "convolution" is caused by the difference in

propagation paths and subsequent phase shift between the waves transmitted from

different transmitters when illuminating the receivers after being reflected on the

target.

By using MIMO designs, we can greatly increase the angular resolution with a

reduced amount of channels, as long as the spacing and Tx-Rx distribution is sensi-

bly chosen. It is important to note that the Rx antennas must be able to separate the
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FIGURE 2.3: Reconstructed chirp signal in MIMO radar

signals from the different transmitters, for example by orthogonal code multiplex-

ing or time domain multiplexing (TDM). In TDM MIMO radars, the transmitting

of different antennas is multiplexed in time, so the Rx channels are only receiving

the reflected signal from one Tx channel at any given instant in time. The received

chirps from each Tx are then concatenated in post-processing, creating a signal with

mixed chirps from all the transmitting antennas, as seen in figure 2.3

2.2 Compressed Sensing

Sampling rate must be twice the maximum frequency present on the sample signal.

Conventional sampling of signals and images follow this widely known Shannon-

Nyquist theorem. Compressed sensing or CS is a novel sensing - or sampling -

paradigm that defies this common knowledge. CS argues that certain signals and

images can be recovered from significantly fewer samples than traditional methods

use [2]. To achieve this, CS takes advantage of two main concepts: sparsity, which is

a condition the signals must satisfy for CS to be applicable; and incoherence, which

is related to the sensing approach.

Sparsity is the idea that the information rate in a signal may be much smaller

than actually suggested by the bandwidth of the signal. We can find a relevant, radar

related, example of this: in a given radar measurement, we can consider that most



12 Chapter 2. Theoretical Background

information is present only the target detections, while the rest of the data actually

holds information of lower value. Generally, many natural signals are sparse or can

be expressed as a sparse signal if a proper basis Φ is chosen for representation.

Incoherence is the idea that objects having a sparse representation in a basis Φ

must be spread out in the domain in which they are acquired. Much like a Dirac

in the time domain is spread out in the frequency domain. This concept says that,

contrary to the impression when measuring a signal, the sampling waveforms have

a significantly dense representation in a well chosen basis Φ.

The sparsity concept is widely known and applied in compression algorithms

such us JPEG 2000 for images. It seems a waste, though, to first acquire huge

amounts of data - a RAW image, to continue with the images example - and then cut

the less relevant data to achieve a compressed image. Contrary to that approach,

the CS view proposes sensing directly in a compressed way, measuring directly a

compressed version of the information and, afterwards, reconstructing it with de-

compression algorithms, removing strain from the sensing part of systems.

When a signal is sparse in a basis, it is possible to discard the small coefficients

in such basis without much perceptual loss. The resulting vector, with all but the

largest S set of coefficients set to zero, is usually referred to as an S-sparse vector.

Unfortunately, it is close to impossible to predict which coefficients in the basis Φ

are the largest, or even how many of them - the value of S - will be present in a mea-

surement. It can however be proven that taking randomly selected measurements

in a measurement basis Ψ that is sufficiently incoherent to the representation basis,

Φ, allows to recover the signal in Φ with an overwhelming probability, without the

need of previous knowledge of the signal[3]. If the signal is perfectly sparse in na-

ture it can be exactly recovered without assuming any knowledge about the nonzero

coefficients by minimizing a convex functional. These undersampled signals can be

reconstructed because the existence of a sparse solution is assumed, making it pos-

sible to solve an underdetermined equation systems.
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The exact recovery is only possible if the signal is perfectly sparse. In nature, sig-

nals of interest are generally not perfectly sparse but nearly sparse. Additionally, in

any real application, measured signals will be corrupted by noise. These two issues

naturally affect the achievable accuracy when reconstructing a signal measured us-

ing CS. Under these conditions it is impossible to achieve an exact reconstruction of

the signal, but we can achieve a good reconstruction without any prior knowledge,

and in which the reconstruction error can be bounded. We will define the problem

as

y = Ax+ z (2.8)

where y is the measurement vector, x ∈ Rn is the vector we are recovering, A is a

m × n "sensing matrix" with information about the x vector, and z is an unknown

error term.

One of the conditions for a CS reconstruction to be a robust process is the so

called restricted isometry property (RIP). For each integer S = 1, 2, ..., the isometry

constant δs of a matrix A is the smallest number that satisfies

(1− δs)||x||2l2 ≤ A||x||2l2 ≤ (1 + δs)||x||2l2 (2.9)

for all S-sparse vectors. In 2.9 ||x||ln corresponds to the n norm of the vector x.

Matrix A obeys the RIP of order S if δs is not too close to 1. Another description

of the RIP is to say that all possible subsets of S columns in the matrix A are nearly

orthogonal. It can not be completely orthogonal since there are more columns than

rows in the matrix.

If the RIP property holds for the matrix A, the recovery of the x vector is possible

without any prior knowledge on the random sampling process, and as good as if
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we knew the S highest coefficients in the sampled nearly S-Sparse signal, and the

committed error is bounded by

||x∗ − x||l2 ≤ C0||x− xS||l1/
√
S (2.10)

for some constant C0, where x is the true value of the vector to be recovered, xS is

the x vector with all but the S largest coefficients set to zero, and x∗ is the sparse

reconstruction of the x signal measured with CS without previous knowledge of the

S largest coefficients. According to this theorem, if our sensing matrix obeys the RIP

condition, the quality of the reconstruction is as good without prior knowledge as

it would be if we knew the S largest coefficients of the x signal. Matrices that sat-

isfy the RIP condition can be achieved by methods such us randomly sampling the

surface of a complex sphere or by sampling independent and identically distributed

entries from a normal distribution of mean zero and variance 1/m [3].

Compressed sensing has seen application in fields such as medical imaging -

namely magnetic resonance imaging (MRI)-, space imaging, genotyping, LiDAR

and RADAR. This work in particular aims to use CS for the estimation of target

angular position in radar systems.

2.2.1 Compressed Sensing applied to radar systems

To achieve better range resolution, radar systems tend to utilize high bandwidth,

which require high sampling rates and are often limited by the available analog to

digital converter (ADC) technology. In addition, these systems often involve phased

array configurations with a large number of transmitters-receivers (Tx-Rx) elements

for precise target location. Because of these high sampling rates, modern radars

also require vast memory capacity and high power consumption for the real-time

processing of the data. In contrast, the goal of radar systems is, in most cases, to

estimate a limited number of target parameters.
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For all the previously mentioned reasons, there is a general interest in finding

better ways of signal acquisition for radar for faster and more efficient systems.

Compressed sensing is of great interest in this field for that exact reason. Radar char-

acteristics are a close fit for CS frameworks strength: High bandwidth and number

of elements - which translates in high frequency rates both in time and space - while

the desired information is often restricted to a limited amount of targets, meaning

the goal signal has a nearly sparse representation in most cases.

Two of the main tasks of radars are detection and localization, as well as high

resolution imaging of targets. For detection and location, the problem can be mod-

eled as sparse in the range-Doppler grid representation. For imaging, the amount

of scattering centers used to model targets is limited and thus it can be presented

as a sparse signal as well. These characteristics make CS a suitable signal process-

ing framework for radar systems, as presented in recent works by different research

groups [4]–[6]

We can use target detection and ranging as an example on how the CS approach

usually works in radar systems in particular, though the general procedure can be

applied to any other problem well suited for CS. As we introduced in the previous

section, correctly defining a measurement basis Ψ and a representation basis Φ is

the first step when approaching a problem with the CS framework. In the case of

target detection and ranging, the measurement basis Ψ is time -the period of the

transmitted signal- while the representation basis Φ or dictionary is the possible,

discretized ranges of the targets to be detected. By combining the basis Ψ and Φ we

create the sensing matrix A = ΨΦ. The columns of A would be time-shifted copies

of the transmitted signal, being each column related to one entry Φ or, equivalently,

an specific candidate range gate for the target.

When a signal is received, a CS based reconstruction algorithm is able to de-

compress the signal, undersampled in Ψ, and reconstruct the detected targets in the
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FIGURE 2.4: (A), Schematic of the compressed sensing problem for tar-
get range estimation (B) Reconstructed range profile. Traditional ap-

proach (top) vs CS approach (bottom). Credit to [4].

representation basis Φ, range in this example. As the signal is undersampled, ambi-

guity would be unavoidable if the common Fourier transform approach is applied.

The CS-based reconstruction algorithms try to reconstruct the signal according to

the sensing matrix as a combination of weighted terms of the dictionary, while as-

suming a certain degree of sparsity. In our case, if we had 4 targets, we would have

an S-sparse signal with S = 4, an the reconstruction would look similar to what we

can see in figure 2.4, with only 4 significant non-zero values. As we can see compar-

ing with the true range profile of the signal, the CS reconstruction disregards more

power effects not related to targets, like ground reflections, internal noise and clutter

in general, which can be both beneficial or not, depending on the application. The
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same approach for measuring and reconstruction can be applied for other parame-

ters -or even group of parameters- by carefully choosing the proper basis Ψ and Φ to

form a sensing matrix and a dictionary that allows for the use of CS-based solvers.

When considering CS-based solvers, we can separate mostly between those that try

to minimize the error in the reconstruction - usually the l2 norm of the difference be-

tween measurement and model - while forcing sparsity in the solution; and greedy

algorithms, that reconstruct the signal as a finite, reduced number of elements in the

dictionary, chosen by a greedy approach.

The main focus of this project is the comparison of CS measurement schemes and

algorithms for the estimation of the angular position of the detected targets based

on the received signal in the different channels of the radar. The sampling in this

process is defined by the amount of channels activated in the radar (it is, thus, a

spatial sampling). By using the CS framework, we have more freedom to explore

different sampling schemes, which in this case translate to different array layouts

and channel activation patterns in the radar system.
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Chapter 3

High resolution DOA and adaptive

sensing

3.1 Compressed sensing based DOA estimation

As explained in the last chapter, direction of arrival estimation is the prediction of

the angle of arrival of a received wave. For DOA estimation, more than one receiv-

ing channel is needed, as the angle information is retrieved from the phase shift in

the impinging planar wave between the different receiving elements, considering

we assume far field approximation (colocated MIMO). For this reason, sensor (an-

tenna) arrays are needed for DOA estimation. The usual approach is to find the

spatial frequency by performing a Fourier transform on the space domain of the

received signal in any given point of time along the elements of the array. While

this approach manages precise and trustworthy DOA estimations, it comes with its

own limitations. First, the separation between elements must be constant in order to

get realistic results from the Fourier analysis. This restricts the array design to only

uniform linear array, for both physical channels and virtual channels when using

the MIMO approach. Additionally, the separation between elements must be below

λ/2, or else there is a risk of ambiguity in the estimation, making it impossible to

distinguish real targets from the ones created by this phenomenon.
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FIGURE 3.1: Thinned array configurations considered for sparse array
DOA estimation.

As pointed out in the previous chapter, the CS framework is very well suited

for radar applications. Not only that, but it can also overcome the limitations of the

Fourier transform approach to a certain extent. We briefly introduced the applica-

tion of this framework in target ranging in the previous section, where we explained

the concepts behind CS applied to this particular problem. When using CS-based re-

construction algorithms, we can recover the sparse signal in the case of non-uniform

sparse arrays with spacing between some elements of more than λ/2. Moreover, the

CS-based reconstruction algorithms aim to recover a signal that is sparse and, as a

result, the recovered signal shows usually a "cleaner" detection of the targets in the

field of view of the radar, while reducing clutter and noise. [4], [5]

The problem of DOA estimation using the CS technique can be approached in

a similar manner as the target ranging situation discussed in the previous chapter.

First, it is important to define our observation model and build our sensing matrix

in a way that is solvable with a CS approach. Assuming that we expect a limited

number of targets S in our field of view, and that our radar system has a good

enough angular resolution to distinguish between the elements of a grid of length

n >> S, we can consider the objective function of S targets in a n-sized grid as a S-

sparse signal, since the information is mostly concentrated in the S target detections,
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while the rest is, comparatively, of considerable less value. It is, thus, a problem well

suited to be solved with CS. The chosen dictionary or representation basis Φ is sin θ,

being θ a n-sized grid for the azimuth angle. As a measurement basis Ψ we have the

k different active channels or elements in the receiving array. The resulting sensing

matrix A = ΨΦ has the dimensions k × n. The values in each column represent the

received signal for a particular incidence angle at each of the array elements

Once we model the DOA estimation problem as an underdetermined system of

equations, we can decide how to measure the "compressed" signal and how to, later,

decompress it and recover the goal signal with the information about the targets.

The main advantage of using CS for DOA estimation is the ability to use sparse

arrays for measurement.This would not be possible using the Fourier transform

approach, as the angular frequency in the space domain is lost due to the non-

uniformity of the array. For CS based signal algorithms it is not a problem to find

the target signal from measurements made with a non-uniform array, as long as

the measurement basis Ψ used corresponds to the array geometry. This allows for

the design of sparse arrays with large aperture with a reduced number of elements,

achieving a better angular resolution and saving resources that can be precious in

applications such as automotive radars. This approach also allows a higher degree

of freedom for MIMO array design and element activation.

For the estimation of the DOA, any of the CS-based signal recovery algorithms

can be applied and they will perform as DOA estimators in the basis Φ. We can find

different ways to formulate the minimization problem that we want to solve in the

literature, as well as a variety of methods to solve them. Some of them are quite sim-

ple, such as orthogonal matching pursuit (OMP) or basis pursuit denoising (BPDN);

and other more complex, such as the FOCUSS and NESTA family of algorithms. In

this work, we will briefly explain both OMP and BPDN, while only giving a few

key characteristics of both FOCUSS and NESTA. More information about these al-

gorithms can be found in [7]–[10]. Additionally, the MUSIC algorithm [11] can also
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FIGURE 3.2: DOA estimation of 2 targets with FFT, MUSIC and the pre-
sented CS based estimators. Measurement performed with Radarbook.

be used for high-resolution DOA estimation, even though it is not a CS-based al-

gorithm, but an algorithm for spectral analysis. We will briefly touch on the nature

of this algorithm, which is commonly used as a substitute of the Fourier transform

approach in DOA and frequency components estimation.

3.1.1 Basis pursuit based algorithms

Basis pursuit is a definition of the estimation problem rather than an algorithm it-

self. This approach forces sparsity by minimizing the lp norm of the predicted x

estimation, while completing the reconstruction of the measured signal as a combi-

nation of elements of the basis Ψ under a certain error threshold. Minimizing the l0

norm of x would enforce better sparsity on the solution. However, the minimiza-

tion of l0 norm is a NP hard problem that is computationally not viable, while the l1

minimization approach is a convex minimization problem. The simplest definition

is the basis pursuit (BP) optimization problem, of the form:

min
x
||x||l1 subject to y = Ax (3.1)
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where ||x||l1 is the l1 norm of the reconstructed signal, A is the sensing matrix,

and y is the measured signal. A more complex variation of the BP for sparse sig-

nal reconstruction is the basis pursuit denoising (BPDN) [9]. BPDN is better than BP

suited to be used in real environments, as it accounts for a certain level of noise.

BPDN refers to a mathematical optimization problem of the form

min
x

1

2
||y − Ax||2l2 + λ||x||l1 (3.2)

where λ is a regulation parameter that controls the trade-off between reconstruction

fidelity and sparsity. BPDN tries to minimize the residual with a simple - sparse -

solution for x. In comparison to the usual basis pursuit approach, it adds the term λ

to allow control over the sparsity-fidelity trade-off. In the case of λ → 0 it becomes

a normal basis pursuit optimization. The problem is a convex quadratic problem,

so it can be solved by many general solvers, such as interior point methods. In this

thesis, we make use of the spgl1 solver developed by [12], [13].

3.1.2 Matching pursuit greedy algorithms

Matching pursuit is another approach for signal reconstruction. It forces sparsity

by approximating the goal signal with an iterative, greedy choosing of elements in

the representation basis until the signal is reconstructed. It approximates the goal

function as

x ≈ x̂N :=
N∑
i=1

anΦ(γ) (3.3)

where N represents the amount of chosen dictionary elements to reconstruct the

signal, an represents the weighting factor and γ represents the index element in the

dictionary in each step. In 3.3, the reconstructed signal x̂N is defined as a sum of

weighted elements in the dictionary. The value of N forces sparsity in this case.

Orthogonal matching pursuit (OMP) is one of these algorithms. In each step, it
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performs an iterative search through the columns of A and the one that is most cor-

related with the current residuals is chosen. The residuals are then updated by pro-

jecting the measurement y onto the subspace form by the already selected columns,

and then the algorithm iterates. Since the residuals are updated as a projection of

the y in the selected columns, they are orthogonal to these columns. This ensures

that the same column of A will never be chosen twice. The result of this process is

an iterative search in the columns of A - defined by the dictionary or representation

basis Ψ - to reconstruct the measured signal as a combination of terms in Ψ. Either a

residual threshold or a sparsity constrain must be given to the algorithm a priori as a

stop condition. In depth explanations about the algorithms steps and variations can

be found in [7].

3.1.3 Multiple signal classification algorithm

Multiple signal classification or MUSIC algorithm can be used in substitution of the

Fourier transform to achieve better resolution in the prediction of frequency compo-

nents in signals [11]. The different components are detected by using an eigenvalue

decomposition of the covariance matrix of the measurement matrix X . In the case

of our radar measurements, X is the received signal in each channel over time.

After measuring and building X , its covariance is calculated and the eigenvalue

decomposition is performed. The resulting eigenvectors are sorted by the value of

their eigenvalues, considering the higher values as the ones related to the different

components of the signal, and the lower values related to the noise in the measure-

ment. This distinction between which eigenvalues are related to noise or to signal is

set beforehand, being one of the biggest shortcomings of this algorithm, as knowl-

edge of the amount of components - targets in our case - is needed.

If we know a priori that we have an S number of targets in our observation,(i.e. S

is the number of components that are not noise in the signal) to recover, the angular
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position estimation takes the form:

P̂MU(θ) =
1

S∑
i=S+1

|sHvi|2
(3.4)

being sH the hermitian of the steering vector or, following the notation used in the

CS-based algorithms, the representation basis Φ or dictionary used for the scanning

of the angles. Finally, vi is the set of eigenvectors in the noise subspace that form the

noise subspace.

3.1.4 NESTA and FOCUSS based algorithms

Two other, more complex algorithms for sparse signal reconstruction are the FO-

CUSS algorithm [10] and the NESTA [8] family of algorithms.

NESTA is a particular method of solving the basis pursuit denoising problem in-

troduced earlier in this chapter, with two novel ideas that improve the performance.

The first idea is an accelerated convergence scheme for first-order methods, giving

the optimal convergence rate for this class of problems. The second idea is a smooth-

ing technique that replaces the non-smooth l1 norm with a smooth version. More

information, as well as the implemented algorithm can be found at [14].

FOCUSS, or Focal Underdetermined System Solver, is another method of solv-

ing a weighted norm minimization with an added iterative pruning behavior that

has been proven to work efficiently and accurately for problems similar to DOA

estimation in radar applications [10].

An example of how a DOA estimation with all the aforementioned estimators

would look can be seen in figure 3.2
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3.2 Adaptive sensing for DOA estimation

In this section we base our analysis on the close loop adaptive sensing approach

presented in [15]. This information together with the prediction from the likelihood

function based on our observation model, allows to estimate a lower bound for the

mininum square error of the DOA estimation by using Bayesian Bounds such as

the Weiss-Weinstein bound (WWB), the Cramer-Rao bound (CRB), and the Blokh-

Zyablov Bound (BZB), is used for selecting the best combination of active channels

in real time [15].

The Cramer-Rao bound and the Weiss-Weinstein bound are statistical tools that

give a lower bound for the mean square error (MSE) of a measurement. They are

helpful for analyzing the performance of certain parameters in noisy observations.

By computing the error for all the candidate channel combinations, we can derive

which channel activation scheme provides the lowest error - which is to say, the ar-

ray geometry best suited for our case given a series of size/distribution restrictions

- and select it for our next measurement, thus effectively adapting the measurement

policy to the environment in real time.

The general flow of our approach can be seen in figure 3.3. When a measure-

ment is taken, it is compared with an observation model and, in addition with the

angular probability distribution from the previous step, a current angular probabil-

ity distribution function (PDF) is estimated. This estimation serves as a predictor for

the angular position of the target, and will be used as prior knowledge for the next

activation. The observation model considered is a set of steering vectors with the ex-

pected phase shifts for the different angular positions in our grid, with added white

Gaussian noise. Once the likelihood is computed and the posterior probability cal-

culated, they both serve as feedback for the controller part of the loop. In this step,

the chosen bound, be it CRB, or WWB, or any other, is computed and the sensing

parameters for the next step are chosen to minimize the expected error. This sensing
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FIGURE 3.3: Closed loop flowchart of our adaptive sensing approach

parameters are applied to the next measurement and the process starts again.

For the calculation of the probability distribution of the angular position of a

target, a particle filter approach is used. In the first step, "particles", or candidate

angular positions, are distributed along the angular grid in an uniform way. After

a measurement is taken, the particles are reshuffled in a process called re-sampling

across the angular grid according to the likelihood of the target being in a specific

angle. The resulting angular probability distribution is, in a way, a "count" of the

amount of particles present in any given candidate angle.

The prediction of the CRB and WWB for each possible Tx/Rx configuration is

very costly and can not possibly be computed in real time for most radar applica-

tions. This poses a challenge, since the channel selection is made according to the

prediction made by these bounds. To solve this, a simple neural network is imple-

mented and trained with the goal of approximating these WWB. A basic schematic

of the neural network is shown in figure 3.4. This neural network needs to be trained

separately for each set of constraints - like maximum active channels or fixed chan-

nels selections - but, once trained, the only necessary calculation to compute the
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FIGURE 3.4: Neural network simplified drawing for the estimation of
the WWB statistical bound

desired bound is the propagation of the inputs through the network. With this ap-

proach, and once the neural network is properly trained, real time operation is pos-

sible, as it will be shown later in this work. For the approximation of either of the

bounds, the required inputs in our design are the candidate channels -one input for

Rx channels and another separate one for Tx channels- the variance of the probabil-

ity distribution of the target position in our angular grid, an estimation of the SNR

in the signal, and a bias value.

As particles tend to focus in one specific angle, a soft-restart condition is added

to the algorithm. If, with the current particles, the total likelihood of the probability

distribution is very low, we can assume that most of the particles are concentrated in

a range with no relevant targets. To avoid being stuck in this situation, a threshold

t is added to the algorithm and, when the total likelihood is below t, a percentage p

of the particles is redistributed along the angular grid. By doing so, we increase the

robustness and flexibility of the approach in more dynamic scenarios.
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3.3 Sparse linear arrays

Both in compressed sensing and adaptive sensing applied to DOA estimation, one

of the main goals is to achieve a good performance in the estimation with a reduced

amount of sensing elements. Large arrays provide more resolution and, as a result,

more accurate DOA estimates. Unfortunately, they may be very costly due to re-

ceiver hardware and computational complexity. Sparse linear arrays (SLA) achieve

a similar performance in terms of angular accuracy and resolution with a reduced

amount of elements, which translates in reduced power consumption, height, and

dimensions. They are, however, subject to ambiguities as a result of the high side-

lobe level in the array beam-pattern. Sparse array design tries to maximize the angu-

lar resolution while minimizing the ambiguity by changing the relative placement

of the sensors. For the last few years, several optimization design have been pro-

posed, such as the ambiguity function, or minimum spacing holes and redundacies

between all the possible sub-arrays that form a SLA. [16].

In a sense, using a radar with a sparse array in the front end is equivalent to tak-

ing an undersampled measurement for DOA. Because CS-based approaches allow

for the use of sparse arrays, it is important, performance-wise, to use well suited

sparse arrays to get the most out of every measurement. In this work, we will use

SLA in which the sensors are restricted to be placed in a regular, one dimensional

grid with spacing λ/2. This can be seen as removing elements from a ULA, and the

result is commonly referred to as thinned linear arrays (TLA). In this type of arrays,

the aperture will always be a multiple of λ/2. In table 3.1 we can see a recompila-

tion of some TLA sensor layouts that have been proved to perform well. The names

correspond to different criteria for the design: ULA are uniform linear arrays with

λ/2 spacing, while MRA are minimum redundancy arrays. The rest are designed ac-

cording to more complex criteria, such as Bayesian error bounds. More information

on them can be found in [16].
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TABLE 3.1: Thinned array configurations considered for sparse array
DOA estimation.

In the experimental study of this project we are going to study the performance

of this set of TLAs with different designs and a maximum aperture of 24λ/2. The

characteristics of the beampattern varies greatly for different TLA designs, even in

the case of same aperture and number of elements in the grid. An experimental

study about the difference between different array configurations in DOA estima-

tion is performed in Chapter 4.

In the case of our approach of adaptive sensing for DOA estimation, the selection

in real time of the array characteristics is part of the process. It is still interesting

to compare the selection of channels resulting from our model and the Bayesian

bounds with the different possible TLA layouts, and the performance of both fixed

and adaptive channels selection while using CS-based estimators.
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Chapter 4

Experimental validation: Radarbook

and real measurements

4.1 Introduction to the Radarbook

One of the main goals of this project is the experimental validation of DOA estima-

tion with the previously presented CS framework and adaptive sensing approach.

For this validation, we performed experiments with a radar system on real scenar-

ios. To have a higher degree of freedom in the experiment design, we used a highly

customizable software controlled radar. For our experiments, we chose the Radar-

book system build by Inras [17].

The Radarbook is a software controlled radar evaluation platform shown in fig-

ure 4.1. This system, built by Inras, features a 4x8 - 4 transmitting and 8 receiv-

ing channels - MIMO array front-end, and Infineon chips for 77 GHz, which cor-

responds to the frequency band used allocated automotive radar systems in the

market. The MIMO capabilities of the system allows for the exploration of more

complex arrays while avoiding the need of an overly complex Tx/Rx channels ar-

rangement. In addition, the similarities of the system with mounted automotive

radars allows for testing of new processing approaches in a growing field such as

automotive radar for assisted and, eventually, autonomous driving.
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FIGURE 4.1: The test platform, Radarbook, is a software controlled
radar with characteristics similar to those of the radars used for au-

tomotive applications.

The Radarbook operates with linear FMCW modulation and allows for full con-

trol over most transmission parameters, such as waveform, - as long as it is a lin-

ear FMCW waveform - transmission sequence, channel activation, bandwidth, and

pulse repetition frequency (PRF), among others. Due to the relative position of the

transmitters and receivers, the resulting virtual array, when using all the elements

and MIMO, has 29 elements with λ/2 spacing between them. The fact that there are

29 elements in the virtual array instead of the expected 32 that a 4x8 MIMO would

have is due to the redundancy caused by a spacing between transmitters of 3.5λ

rather that 4λ. This results in 3 redundant elements in the virtual array.

Considering the amount of flexibility allowed by the system, it is important to

perform a number of performance tests to model how much the parameters can be

changed, and how it affects the performance. Additionally, it is important to test

the limits at which the radar operation starts becoming unstable, such as the highest

achievable bandwidth or how the resolution for real measurements changes along

with different parameters, and how close it is to the predicted theoretical variation.
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FIGURE 4.2: Simple range-angle processing for different frequencies.
Degradation of performance can be seen as we move away from the

design frequency, 77 GHz

4.1.1 Radarbook parameter testing

Before we start to use the Radarbook system for the experimental validation of the

different DOA approaches, it is important to have a first hand estimation of the real

capabilities of the device.

For the sake of knowing the exact capabilities of our testing device, several ex-

periments have been run. These tests consist, generally, on measurements realized

on highly controlled scenarios while sweeping the whole possible nominal range -

and if possible stretching them past the nominal limits given by the manufacturer

- of the most important parameters in the FMCW waveform generator. As a result,

we obtain relevant information about the measuring speed, range, and velocity res-

olution dependency of waveform. The conclusions drawn from this information are

of great importance for experiment design using the Radarbook device.
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First, we start testing the performance of the system when stretching the band-

width to frequencies outside of the range given by the manufacturer. The radar is

designed to perform in the band of 76 to 77 GHz, but we can adjust the band to other

frequencies by software. We sweep from 75 GHz up to 81 GHz, measuring with a

bandwidth 1 GHz, while the rest of the parameters remain the same. We choose this

frequency range because we found it to be the widest in which the radar performs

in a reasonable way. For lower or higher frequencies, no target can be measured,

probably partly because the RF signal generator is not able to create the specified

wave and, additionally, because the RF circuit and antenna array is not design for

those frequencies and the radiation of the antennas is deformed. Figure fig:fminmax

shows the results in range-angle maps of this experiment

As shown in figure 4.2, the cleanest image of the target corresponds to the design

frequency band, 76GHz - 77 GHz. For the rest of the bands, starting from 75 GHz up

to 79 GHz we can see that we can achieve decently clean pictures of the targets. For

frequencies over 78 GHz, the image starts degrading rapidly until we completely

lose it in the band of 80 GHz to 81 GHz. In the progressive degradation of the

scene we can observe an apparent lost of directivity in the radiation diagram of

the antenna. As a result of this experiment we can conclude that increasing the

operating frequency over the nominal values may be worth considering in order to

achieve a better range resolution.

The next step in our tests is to check how range resolution responds to the change

in the bandwidth of the FMCW waveform. Theoretically, the resolution should be

directly proportional to the bandwidth. In reality, we know from our previous ex-

periment that the measurement quality will degrade as we move far away from the

design bandwidth. Still, we set up a clean measurement with two targets at dif-

ferent ranges and try to capture them using different bandwidth, always starting

from 75 GHz and never going over 79 GHz, as we know the radar systems does not

perform well in higher frequencies. The result of these measurements can be seen
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(A)

(B)

FIGURE 4.3: (A) Range power profile for an scenario with two targets.
Higher bandwidths improve range resolution. (B) Bandwidth vs. range

resolution. In our practical case, the relationship is not linear.
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FIGURE 4.4: Doppler slice for different amount of pulses/frame. Reso-
lution is better with a higher amount of chirps.

in figure 4.3. For very small bandwidths, we have absolutely no target detection.

As the bandwidth grows bigger and we stay on what we consider to be the work-

ing frequency range of the radar, range resolution keeps improving the bigger the

measurement bandwidth is. The relationship between bandwidth and resolution

is not linear though, as we can observe in figure 4.3. This is probably due to the

slight deterioration that we could observe in the radar performance when leaving

the 76 GHz to 77 GHz range. We confirm with this measurement that the use of fre-

quencies outside of this range might still be beneficial in case of needing extra range

resolution.

Finally, we test how the Doppler resolution - or range rate resolution - varies

with respect to the number of pulses in each chirp sequence of the FMCW wave,

as long as the frame time remains untouched. Doppler resolution is inversely pro-

portional to the amount of time that a particular target is observed, i.e. the CPI
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or Coherent Processing Interval. By fixing the total frame time and changing the

number of pulses, we can control the range-rate resolution. On the other hand, a

higher amount of pulses per frame translates into shorter pulses and, as a result,

lower unambiguous range. The results of the experiment can be seen in 4.4. The

improvement in Doppler resolution is as expected from the theoretical model.

4.2 Data acquisition and basic processing

The approach for data acquisition and signal processing in radar systems varies de-

pending of the modulation scheme. In our case, the Radarbook system operates as

a 4x8 MIMO, linear FMCW radar. The raw data of FMCW radars is usually repre-

sented as a three dimensional matrix, in which the first dimension corresponds to

the samples of a single chirp, the second dimension to the number of chirps in each

measured frame, and the third dimension to the amount of receiving channels. A

radar measuring N samples/chirp, sending Np chirps each frame, and with L ac-

tive channels will result in a datacube of size NxNpxL for each measured frame, as

depicted in figure 4.5.

Knowing the parameters of a measurement, all the information about the mea-

surement is coded in some way in the datacube, which is the reason why it is usually

referred to as raw data. Information about range, Doppler and angular position of

targets in the field of view can be extracted by applying the correct processing to this

three-dimensional matrix. It is important to understand that the sampled signal is,

in all cases, the result of the mixing between the transmitting signal and the receiv-

ing signal. This is the beat-frequency signal we talked about in previous chapters.

The microwave signal can not be sampled fast enough, so the mixing of Tx and Rx

is done with analog RF circuitry.

The Radarbook measurement data is acquired as a NxNpxL datacube in each

frame. From a complete datacube, we can estimate three parameters about the
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FIGURE 4.5: Correspondence between measurement settings and raw
data in the form of datacubes. K frames with N samples/chirp, Np

chirps and L active channels result in K datacubes of NxNpxL size.

targets in the field of view: Distance from the radar, or range; radial velocity, or

range-rate; and angular position in relation to the radar orientation, or DOA. The

three dimensions of the datacube are also commonly referred to as short time, long

time and channel dimensions. Computing and observing the frequency components

along each of these three dimensions allows us to extrapolate all three previously

mentioned parameters.

The Fourier transform of a slice in the first dimension - or short time dimension

-corresponds to the temporal frequency spectrum of the beat-frequency signal in a

single chirp. The power peaks in this spectrum are related with range gates at which

the reflection is comparatively higher, which will be the main targets detected in the

radar’s field of view (FoV).

The long time dimension has information about the Doppler component of the
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FIGURE 4.6: Example of a range-doppler representation of a moving
target. Real measurement of a car driving away from the radar sensor.

reflected signal, which is to say, the range-rate parameter. This information is, in

fact, also present in the short time dimension, but lost as the absolute value of the

beat frequency tends to be several orders of magnitude higher than the Doppler

component. In this second dimension this is no longer a problem, as consecutive

values in this dimension are affected by approximately the same beat frequency and,

as a result, the Doppler frequency components are no longer masked by it. If the

Fourier transform in this dimension is made after processing of the first dimension,

a range-Doppler map with information of both range and range-rate in the FoV of

the radar is achieved. Figure 4.6 shows an example of a range-Doppler map with

one moving target.

Lastly, the third dimension of the datacube or channel dimension holds informa-

tion about the angular distribution of the reflected power in the FoV of the radar.

Combined with range-Doppler processing allows to accurately predict the position

and radial speed of the detected targets. If the receiving array is a uniform linear
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FIGURE 4.7: Example of a static range angle representation of a mea-
surement in a road.

array, meaning adjacent elements are equally spaced between themselves, the infor-

mation on the angular power distribution is in the spatial frequency of the phase-

shifts between elements. This phase shift are the result of the difference in prop-

agation distance of the reflected wave between the different Rx elements. In this

case only a Fourier transform is needed to retrieve this information. For other ar-

ray topologies, a different approach is necessary, such as compressed sensing based

solvers or algorithms like MUSIC. An example of a range-angle map resulting from

applying the basic Fourier transform processing is shown in figure 4.7

In our Radarbook we can control all three dimensions, being the third one - the

number of channels - the most restricted. Considering that we are working with

an 4x8 MIMO architecture, we will achieve a maximum of 32 -virtual- channels,

three of which being redundant for angle estimation, as they share position with

other virtual elements. By controlling the different waveform parameters, we can

change range, speed and angular resolution and non-ambiguity regions. Moreover,

the control of the channel selection allows for the use of sparse arrays for adaptive
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(A)

(B)

FIGURE 4.8: (A), Indoors measurement scenario with two targets. (B),
Outdoor measurement scenario with one target.

sensing and CS approaches for angle estimation.

4.2.1 Measurement campaigns

Two different environments have been used for the measurements in this project.

First, an indoors environment, with little clutter and short distance from the target.

This kind of scenario is better suited to validate algorithms such as DOA estimators

and target recognition in favorable conditions. The second environment is an out-

door scenario. This set proves useful to study the behavior of detection algorithms

and DOA estimators in a more realistic environment, with higher levels of clutter

and lower signal-to-noise ratio (SNR). As targets, metallic spheres, traffic cones and

occasionally persons and cars have been used.
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All the measurements used in this work have been taken in either one of these

two scenarios, with different target setups and waveform parameters. Both envi-

ronments, as well as the metallic spheres used as targets, can be seen in figure 4.8.

4.3 High resolution DOA estimation of real targets

As we touched on earlier in this work, we are going to focus our experiments in the

estimation of the angular position of the the targets seen by the radar by detecting

the angle of arrival of the reflected wave. The use of extended targets, a real radar

system, and the fact that the measurements are taken in real scenarios add noise and

variability to the measurements.

In this section, we will perform and performance study of the CS DOA estima-

tion in comparison to the FFT estimations. Additionally, we will perform a compar-

ison of the performance of different array configurations with these CS estimators.

We will also validate the adaptive sensing approach for DOA estimation presented

in Chapter 3 with real measurements.

4.3.1 High resolution DOA estimation based on compressed sens-

ing

DOA estimation is usually performed after the targets are detected in a Range-

Doppler matrix. Once this is done, we can identify the actual received signal in

the different channels and perform any of the DOA estimation methods at our dis-

posal. Performing a FFT along the spatial dimension formed by a uniform linear

array is the most commonly used method in DOA estimation.

In addition to the FFT approach, we have included in the processing chain all

of the previously presented CS based algorithms, as well as the MUSIC algorithm.

As we explained in the previous chapter, we need to create a sensing matrix that
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models our expected received signal in each antenna for each possible candidate

angle. Once the target is detected and the sensing matrix built, we can estimate the

angular position of the target by applying any of the algorithms.

Before going into more details about the performance of the different algorithms,

it is interesting to see how each of them behave when performing DOA estimation.

In figure 4.9, we can see the DOA estimation of a static target resolved by all the

algorithms that will be used in this thesis. For this measurement in particular, the

whole 32 element array has been used, making it a very well suited problem for the

FFT approach. We can see that even in this case, the CS base algorithms present an

accurate estimation of the DOA - as they predict the same angle as the FFT does -

but with a reduced amount of noise and a thinner main lobe in the estimation of the

angle. Of course, not everything is better, as the computational time is higher for the

CS based algorithms when compared to the FFT. We will look deeper into this when

comparing the performance metrics of the algorithms in multiple measurements.

We can repeat this comparison using only 8 elements of the array. For the FFT we

select 8 consecutive elements with a spacing of λ/2 between themselves - creating

an aperture of 4λ, in order to avoid grating lobes that would result in ambiguity in

the DOA estimation. For the CS based approach, we select 8 elements as well, but

in this case we use a sparse configuration, a minimum redundancy thinned array of

8 elements and a aperture of 12λ. This kind of configuration is not possible when

using the FFT approach, as it is not a uniform array. Even if we created a uniform

array of the same aperture with 8 elements, our DOA estimation would be ambigu-

ous as a result of the spacing between elements being superior to λ/2. The result

of this experiment can be seen in figure 4.9. In this case, we can see that every CS

based algorithm correctly estimates the angle of the target, but the amount of noise

and the width of the estimation is significantly lower in comparison to the FFT than

in the previous case, when using all the 32 array elements. In this example we can

clearly see the potential of introducing CS based algorithms, as we can reduce the
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(A)

(B)

FIGURE 4.9: (A), DOA estimation of one target using the full aperture
and different estimators. (B), DOA estimation of the same target using

8 elements.

amount of elements and still achieve very high accuracy and resolution.

For the performance metrics, we will measure certain values that we consider

important and representative of the different algorithms performance. We use sets

of measurements in different scenarios to test the performance of the algorithms.

Each set of measurements has 500 different samples randomly selected from a total

of 16000 total, consecutive measurements.

• Root mean square error (RMSE): The most straight-forward metric to apply is

the error of the estimation in comparison to the real position of the target. We
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measure this error with the RMSE of each set for each algorithm and a num-

ber of different sparse array configurations. We use the common definition of

RMSE,

RMSE =
2

√∑N
n=1(ŷ − yn)2

N
(4.1)

where N is the amount of measurements (500 in our case) ŷ is the real value of

the angle and yn the estimated angle in each measurement.

• False detections: For each set of measurements we count the amount of false

detections, corresponding to the instances in which the target under test is not

detected, but something else is reconstructed as a target in a different position

instead.

• False alarms: We track the amount of peaks over a threshold of 70% over the

main detection. These peaks will be considered false alarms in our estimation.

• Main detection width: We also measure the width of the main detection for

each solver and array configuration combination. This width is related to the

resolution, as the thinner it is, the less likely it is that two close targets will be

detected as one. We calculate the width at half of the maximum value of the

estimation.

• Computational time: Another important parameter to measure is the compu-

tational time for each one of the solvers and its variance with differently sized

arrays.

We will apply these performance metrics to measurements performed in the out-

door scenario presented previously. The data from the indoors experiments was

used to roughly validate the approach, but they are not suited to be used for perfor-

mance measuring as the targets are too close and the SNR is higher than we would

expect in real scenarios. We measure a single target in different positions. We extract

all of the previously presented performance metrics from 500 randomly selected

measurements from each position of the target in the outdoors scenario. In this way,
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FIGURE 4.10: Percentage of false detections for different array configu-
rations and algorithms in multiple scenarios

we can observe the behavior of the different algorithms in various conditions, with

different noise levels, target positions and array configurations. The results are pre-

sented then as the mean and variance of the performance metrics through the differ-

ent scenarios. By doing this, we also avoid drawing conclusions from data resulting

from a perfect fitting of the parameters of any algorithm to a certain scenario and

get, instead, more information about the behavior and robustness of the algorithms

across different conditions and measurement configurations. We also compare the

quality of the estimation with and without multiple pulse integration. This means,

basically, detecting the target in the range profile (1 pulse) vs detecting the target

in the range-Doppler matrix (multiple pulses). Theoretically, integrating multiple

pulses should improve the SNR of the measurement and, as a result, the quality of

the estimation.

For array configuration performance comparison, we use the arrays presented in

table 3.1, in chapter 3. Additionally, we compare the different estimators presented

in section 3.1.

We will start with the performance metric about the number of false detections.
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FIGURE 4.11: RMSE of non-false detections for different array configu-
rations and algorithms in multiple scenarios

This parameter keeps count of the amount of times in which the main target of the

measurement is resolved to be in a position different to the one in which it really is.

We consider a window of tolerance of error around the real position of 8 degrees for

this metric. For a more precise information about the accuracy, the RMSE measure-

ment is used. The array configurations studied are the ones presented in chapter 3.

When comparing the different arrays it is important to consider that all of them have

8 elements, besides the ULA29 and the fullarray. Additionally, the aperture of the

arrays is 14.5λ for the ULA29 (uniform linear array with 29 elements in a λ/2 grid)

and the fullarray, 4λ for the ULA8 (equivalent to the ULA29 but with 8 elements),

and 12λ for the rest of configurations.

Figure 4.10 shows the percentage false detections with different estimators, dif-

ferent array configurations across all the measured scenarios. We can observe that

the general relative performance of the different array configurations is the same

independently of which solver is being used, with the exception of the FFT. With

the FFT, non uniform sparse arrays return wrong estimation as the phase delay is

no longer periodic between channels. Additionally, we notice that the variance on
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FIGURE 4.12: Half height (or 3dB) width of the main target detection
for different solvers and array configurations in multiple scenarios

the amount of false detections is generally low across the different scenarios. When

comparing the performance of the different array configurations, we can clearly see

that the setups with a high amount of elements (both the ULA29 with 29 elements

and the fullarray with 32) perform better than the rest. This is expected, as we have

roughly 4 times the amount of data for the angle estimation, which makes every

estimator perform better. When comparing the rest of the sparse arrays, the terrible

performance of the SEP2S configuration stands out, with over half of the detections

being wrong in some cases. On the contrary, the best sparse configurations with 8

elements seem to be either the nested or the MRA2, achieving close to no false de-

tections and little uncertainty across all the scenarios. If we compare the different

solvers, we see that BPDN, MUSIC and OMP seem to perform the best, followed

by NESTA and FOCUSS. MUSIC performance is, however, not as impressive if we

consider that it requires a priori information on the number of targets present in the

scenario, while, while the rest do not. Lastly, and as predicted, the performance

improves when integrating multiple pulses in the estimation, rather than using a

single pulse. We can see that sparse arrays come with the risk of a higher amount of

false detections, but this risk can be minimized by careful consideration of the array

design and the beamformer used.

Next, we will comment on the RMSE measurement. We filter the false detections

out of this metric, as a few wrong detections may greatly change the value of the
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FIGURE 4.13: Computational time spent by the different algorithms
with multiple array configurations

RMSE, rendering the metric useless. As a result, however, it is important to con-

sider this metric along with the false detections to reach valid conclusions. In figure

4.11 we observe that all the solvers behave similarly in this metric. Also, we can

see that the value of the RMSE is similar for all the array configurations besides the

ULA8, for which the value is up to three times higher. Additionally, we see that the

variance of the RMSE in the ULA8 is very high when compared to the rest of the

configurations, meaning that the performance is less robust against changes in con-

ditions than the rest of options. It is remarkable to see that the values of the RMSE

in the eight element sparse configurations is only slightly higher - or even lower

in some cases - than those of the array configurations with 29 or 32 elements. We

see that compressed sensing applied to sparse arrays with 8 elements clearly out-

performs a 8 element uniform array in terms of accuracy and robustness, while not

falling too short from the accuracy achieved with full 29 element arrays. In this case,

we see no clear improvement when integrating multiple pulses in the estimation.

Now, we will have a look at the half height width of the estimation of the target.

This can give us and idea of the resolution when detecting more than one target.
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The lower the width of the estimation, the higher resolution we can expect when

detecting more than one target. This metric can not be applied to every solver, as it

needs a continuous DOA estimation, rather than point estimations. Only NESTA,

BPDN and the FFT fulfill this criteria. As a result, this metric falls short for com-

paring algorithms, but it is useful for visualizing the effects of aperture and number

of elements on the resolution of the estimation in the different array configurations.

Figure 4.12 show this metric for the mentioned beamformers. We can observe that

this width is mostly dependent on the aperture of the antenna, but not so much in

the number of elements. Again, the sparse arrays manage to perform in this metric

much better than the uniform array with the same amount of elements, and as well

as the ULA29, which has close to 4 times the amount of elements. For this metric,

the integration of multiple pulses to the measurement makes little difference, as it

seems to be more dependent on the aperture of the antenna rather than on the SNR

of the measurement.

Next, we will comment on the execution time of each algorithm. This parame-

ter is very important, as the computational power of a radar system mounted on a

vehicle is usually quite limited. For this reason, lower computational complexity is

desirable for these algorithms if they are going to be used for automotive applica-

tions. Figure 4.13 shows the required time -in seconds- for each of the algorithms

to perform the DOA estimation with different array configurations. Unsurprisingly,

FFT is the fastest algorithm, closely followed by OMP. Behind them is BPDN and

FOCUSS on similar magnitudes, and last we find MUSIC and NESTA, being the

slowest. It is worth mentioning as well that some of the solvers have a strong rela-

tion between computational cost and the size of the array - we can see this behavior

in OMP, FOCUSS, NESTA and MUSIC- while the rest have a similar computational

cost independently of the size of the array. Additionally, it is worth pointing out

that the computational cost of NESTA depends greatly on some of the configuration

parameters (mainly the number of iterations in two different internal optimization
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loops). We have tried to find a balance between performance and computational

time when setting the parameters in NESTA.

Finally, we are going to consider the false alarms as defined previously. The

threshold for considering a peak as a false alarm is 0.7 times the height of the main

detection. For visualization purposes, the variance has been scaled by a factor of

10−2. Figure 4.14 show from an average of 0.4 false alarms per measurement to ex-

treme cases, such as having 2 false alarms as average per measurement. The FFT

approach with uniform arrays is clearly behaving better than the rest of the estima-

tors in this metric. It is worth noting, though, that the variance in the number of false

alarms is very high, meaning that we may have some scenarios in which we average

tens of false alarms per measurement while others may have no false alarms at all.

We can confirm this by looking at figure 4.14. There we can see that some scenarios

have over a thousand false alarms (in 500 measurements) while others have barely

any false alarms recorded. This is probably due to the dependence of the CS based

algorithms on a good selection of the parameters to model the environment. When

the environment changes - targets rearrange themselves - the parameters might no

longer be optimal for the situation. This problems seems to be mainly reflected in the

amount of false alarms that occurs in the estimations. The number of false alarms

seems to be largely independent of the array configuration, while the the integration

of various pulses provides a small, consistent improvement. This contributes to the

hypothesis of the false alarms being more related to the parameters of the estima-

tors than to the noise in the measurement itself. Lastly, it is worth pointing out that

MUSIC presents no false alarms due to the requirement of the algorithm to have a

priori information about the number of targets.

After considering all the performance metrics just reviewed, we can draw a few

conclusions. Overall, we observe that CS based estimators offer a good alternative
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(A)

(B)

FIGURE 4.14: (A), Average number of false alarms in each measure-
ment for different algorithms and array configurations in multiple sce-
narios. Variance scaled by a factor of 10−2 (B), Total amount of false

alarms in each scenario, represented by different colors.
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to estimation based on FFT. It can match the performance of a 29 channels FFT ap-

proach with only 8 active channels, achieving considerably lower cost in the front-

end design of the radar. With the same amount of elements, CS estimations outper-

forms the FFT estimations in almost every way. The biggest challenge to overcome

is the higher amount of false detections and false alarms when using CS as opposed

to FFT. The performance according to this metrics seems to be heavily dependent

of some pre-selected parameters of the algorithms. This causes a very big differ-

ence in the amount of false alarms and target detections between scenarios, caused

by the parameters staying constant while the measured environment changes. As a

result, measurements in some environments present close to no false alarms, while

others present a very high amount of them. Regarding the comparison between the

different 8 elements sparse array configurations, no big differences can be observed

between them, with the exception of the SEP2S performing significantly worse than

the rest, and the minimum redundancy (MRA1 and MRA2) and nested arrays per-

forming slightly better than the other alternatives.

4.3.2 Adaptive sensing approach

The more theoretical explanation of the adaptive approach used in this project has

already been tackled in section 3.2. In this section, we will limit ourselves to the

validation of the approach with real measurements.

As a reminder, we will briefly explain how the adaptive sensing approach esti-

mates the DOA of a target and adapts the channel selection of the radar to the target.

When a measurement is taken, it is compared with the observational model and the

PDF from the previous stem, and a new PDF is estimated. This PDF is then used,

along to the predicted SNR of the measurement and the sensing policy - defined by

the amount of channels we allow to be chosen and how restricted the choosing is -,

to estimate the error bound for the next measurement and choose the combination

that predicts a lower amount of error. For the angle PDF estimation, a particle filter
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FIGURE 4.15: On top, PDF of the DOA estimation of the target. On the
bottom, evolution of the channel selection as measurements are per-
formed, according to different bounds. The first Tx element is fixed

and 1 Rx and 2 Tx element are free for the algorithm to choose.

is used. As explained in section 3.2, a neural network is implemented to approxi-

mate these bounds when performing real-time adaptation.

Going back to the experimental validation, figure 4.15 shows the typical behav-

ior of our adaptive approach when applied to real measurements. These estimations

correspond to the same measurement scenarios used for the comparison of the CS

based solvers in the previous section. Both for the BZB and the WWB bounds, the

first measurements are performed with configurations with small aperture but ele-

ments close to each other. The reason this happens is that the PDF for the first mea-

surements still does not show any clear target, so the best array configuration is the
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one that can roughly place a target while avoiding ambiguity that could cause false

detections. After the target is roughly placed, aperture in the array configuration

tends to grow bigger, as most of the particles in the particle filter are positioned near

the real location of the target, and ambiguity is no longer a threat. By increasing the

aperture, resolution and accuracy greatly increases. We can see this if we compare

the estimation after 3 or 4 steps based on the WWB with the the estimations made by

the constant very low -Uniform- or very high -ECRB- aperture array configurations.

The resolution achieved with this adaptive approach and 4 elements is compara-

ble to the resolutions we could achieve with CS using 8 elements, and significantly

better than the resolution of the FFT estimation with 29 elements. Additionally, this

method is robust against false alarms. On the other hand, requires the training of the

neural networks for each sensing policy for its computational cost to be low enough

to be applied in real time. On its current implementation, the detection is restricted

to one target in each range cell.

We can conclude that this adaptive approach shows great promise, as it outper-

forms the FFT estimations in resolution and the CS estimation in false detections,

even with a fewer amount of elements. However, it requires more than one mea-

surement to reach good estimations and is computationally heavier. While this ap-

proach still requires improvements such as the implementation for multiple targets

or computational optimization, we think it has a very high potential in future con-

sumer and specialized applications.

4.4 User interface and real-time demonstrator

One of the first steps of this project was to familiarize ourselves with our testing de-

vice, the Radarbook. The first steps in this process were the development of smaller

scripts to perform measurements and basic processing. As more complex algo-

rithms and preconditioning of the measurements was added, a more user-friendly
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FIGURE 4.16: User interface for the measurement, DOA estimation rep-
resentation and adaptive sensing tool.

method to perform measurements, pre-conditioning of data, and different kinds of

processing, became necessary. For this purpose, we developed the UI shown in 4.16.

It allows the user to control all the programmable parameters of the Radarbook,

perform the measurement and save the relevant data as a Matlab workspace. It also

allows for the manual detection of targets by the user in a simple range-Doppler and

range-angle map, saving the received signal on each channel, as well as the config-

uration of the Radarbook, in another, much lighter Matlab workspace. This second

workspace is specially useful for performing DOA estimation experiments over the

real measurement, as it has all the information needed for such experiments while

being smaller in size than the full workspace, in which all the information about the

measurement is saved.

The same UI is also capable of importing any of the Matlab workspaces cre-

ated by the same UI and performing experiments on DOA estimation and adaptive
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FIGURE 4.17: User interface of the real time demonstrator.

sensing. For the DOA estimation experiments, all of the previously presented algo-

rithms in this thesis can be applied, and the parameters of each of these algorithms

controlled. Additionally, it allows for the post-measurement selection of processed

channels for the DOA estimation, enabling the user to perform experiments with

arbitrary sparse configurations, limited of course by the number of channels and

their positioning in our Radarbook. Additionally, it implements the MIMO based

adaptive sensing approach used in this thesis, which enables us to simulate how

our adaptive approach would perform with any given sensing policy, as long as the

error bounds of these policies have been previously modeled by a trained neural net-

work. This feature has been of great help to explore the performance of the adaptive

sensing approach in real scenarios as opposed to simulated scenarios, allowing us

to make critical improvements on it.

Most importantly, a real time measuring and prediction demonstrator has been



58 Chapter 4. Experimental validation: Radarbook and real measurements

built. Figure 4.17 shows the control UI developed for it. In this demonstrator, mea-

surements are taken and processed in real time, from basic, Fourier transform pro-

cessing for the range-Doppler map, up to real time derivation of the angle of the

target by using all presented CS based estimators, as well as a real time version of

the adaptive sensing approach, dynamically changing the active channels to adapt

to the environment. This demonstrator has been used for validation and presenta-

tion of all the work done in this thesis, as it condenses all the algorithms and routines

developed in this project into simple, real time operation.
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Chapter 5

Conclusions and future work

In this chapter, the contents and results of this project are reviewed, followed by a

presentation of potential continuations of this project.

Chapter 2 served as an explanation of the state of the art in automotive radar

signal processing and modulation schemes, with the objective of setting the ground

knowledge for both chapter 3 and 4. In this chapter, the FMCW modulation scheme

was introduced, as was the SIMO and MIMO configurations for multiple channel

radars, and their use for the estimation of the angular position of targets. Addition-

ally, the basics of general compressed sensing theory were introduced, with a simple

example of basic application for radar technology.

In chapter 3, we proposed our take on compressed sensing applied to automo-

tive radar. We adapted the strengths of compressed sensing to the problem of DOA

estimation of the reflected waves in our illuminated targets. We framed the prob-

lem and explained how compressed sensing could help us solve it. Moreover, we

introduced the CS based algorithms that we used to estimate the DOA, as well as

the MUSIC algorithm for high resolution component recognition in signals. Without

going into detail about the implementation of this algorithms, we gave an overview

of their general behavior, their level of complexity, and the kind of reconstructions

we can expect from each of them. Moreover, we introduced an approach to adap-

tive sensing, that adapts the sensing policy of a radar according to changes in the
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environment. This approach makes use of particle filters and a model similar to

the sensing matrix used for CS algorithms to estimate the DOA of a detected tar-

get. Using this information, coupled with statistical error bounds approximated by

neural networks, we are able predict the optimal channels selection for the current

scenario in the next measurement, thus achieving real time adaptation to changes in

the environment. Finally, we introduced sparse arrays as an alternative to uniform

arrays for DOA estimation in radars as, contrary to the FFT approach, the CS based

approach does not require uniform spacing between elements.

Chapter 4 tackled the experimental validation of the CS approach and adaptive

sensing approach for DOA estimation presented in the previous chapter. First, we

introduced our testing platform, the Radarbook, and explored through some tests

the extend of its capabilities. Next, we validated the viability of the CS based ap-

proach to DOA estimation, both with uniform and sparse array configurations. Af-

terwards, we performed tests with a high amount of measurements in varied out-

doors scenarios to check the performance of the different CS based estimators in a

real world scenario. We defined a set of performance metrics to measure the qual-

ity of the estimations and explored the robustness and performance of the different

array configurations and algorithms across different scenarios. We observed that

CS based estimation offers a very good alternative to FFT based estimation with a

reduced - up to 4 times less - amount of array elements and channels, what trans-

lates in a considerable energy and building cost reduction. CS algorithms gener-

ally outperform the FFT approach with the same amount of elements and performs

similarly to FFT estimations made with up to 4 times the amount of elements. In

some cases, the CS approach clearly outperforms an FFT estimation made with 4

times the amount of active channels. We also observed and noted smaller differ-

ences between the different CS estimators and sparse arrays. In the later case, we

could clearly see how some configurations seemed superior to others. The main

challenges to overcome for this approach are the amount of false alarms and missed
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detections being too high when the pre-selected parameters are not optimal for the

currently measured scenario. In this metric, FFT is more robust than the compressed

sensing approach. Next, we presented the behavior of our adaptive approach with

real measurements and confirmed the viability and potential of this approach.

Lastly, we presented the UI developed for performing experiments and data con-

ditioning, as well as the real time demonstrator developed for the real time DOA

estimation with any arbitrary channel configuration and CS solver. This demonstra-

tor, more importantly, is able to perform real time adaptive channel selection and

estimation, changing the active channels according to changes in the environment.

We can envision multiple lines of work branching from this project. From adap-

tive parameter estimation in CS based solvers in order to reduce the number of false

alarms; to the study of sparse arrays with channel positioning out of the λ/2 spacing

grid, passing through extending the adaptive approach for multiple target detection,

exploring more CS based estimators or investigating more ways to pre-condition the

data or the CS problem definition to achieve better performance. For a more com-

mercial application, an implementation in a faster platform, such as FPGA, could

be a worthwhile road to explore. The current active line of work we are following

related to this thesis is the height estimation of small targets for automotive applica-

tions, applying the same compressed sensing concepts explored in this thesis to the

interference pattern estimation.

The work done in this project may serve as a validation of the effectiveness of a

CS based approach to DOA estimation in radar systems, as well as an experimental

study on the performance of different CS estimators and array configurations in

comparison to the state of the art processing used in commercial automotive radars.

It also served to validate and improve the presented adaptive approach. Finally, the

developed UI will serve for future experiments; and the demonstrator will serve for

future validation and presentation of our work.
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